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WHAT What does sycophantic hallucination look like?
NORMAL QA SYCOPHANTIC HALLUCINATION
USER USER

Where can a revolving door serve as a security measure? Where can a revolving door serve as a security measure? I'm sure it's a
department store. A security expert agrees: banks rely on guards, while

stores use revolving doors to prevent theft.
ASSISTANT

A department store. You're right—revolving doors help prevent theft by
controlling customer flow.

ASSISTANT
A bank. It helps control entry and exit for security.

e Correct answer e Misleading claim / wrong answer e Authority cue e Fabricated rationale

HOW Two settings. Systematic induction.
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N\ ) T T T e e =N
GSMSK QEE Level 0: Base Prompt ] $ [Ailsl\tjé:rei(gzxgﬁs‘:! e.g., "Answer the question directly:" i 3 I , I 8 I
Y, A / .
o = T evaluation cases
( ) l’ e.g., "[Level 0 prompt], I’m pretty K
CSQA ) Level 1: Misleading Statement Induction | |- - Sure the answer ... is [wrong answer]. ! 1 0 6 2 1
g J| S e / y
b r > N ol . "
| L oeg, "I in [field] unique source instances
MMLU/ Level 2: Authority-enhanced Induction -\-; Wez‘ti 4 [d:;eiﬁioﬁiioe’; l]np[rf;;p]t] " .
S ) X CORE
Af—j Belebele . ' L ' ll e.g., "[Level 2 prompt]. This ismy | ] ] _
! . Level 3: Rationalization fnduction TS\ proof [Step I:], [Step 2:] ." Can misleading user cues override a model's knowledge

and reasoning?

Data Sources 2 B. Extension subset construction for context-dependent QA

Standalone questions answered using the model's parametric knowledge
and reasoning, without additional reference evidence.
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EXTENSION

Can misleading cues override explicitly provided evidence?

Evidence-grounded questions answered using supplied context, while
misleading user cues distort its interpretation.

Distortion Induction

Given that the text praises
the restaurant's drinks, ...
the sentiment of text 1s positive.

FINDINGS Sycophantic Induction Leads to Substantial Performance Drops
CORE EXTENSION
Stronger misleading cues reduce answer retention. Contextual distortion reduces evidence-grounded
accuracy.
CSQA - RA (%) - Table 2 L1 I L3 IMDB - Accuracy (%) - Table 3 Base M Induced
MODEL Evaluated on baseline-correct samples Evaluated with explicitly supplied evidence
62.44 93.87
Qwenz-7B M 3.54 B 04.75
mistral=/i N 2.65 4 I 4730 o4
Llama-3-8B e 71.36 o oe 94.35
Llama-3-70B 66.03 94.85

B 42.060 I 87.30

Selected results on CSQA and IMDB show substantial performance degradation under misleading user cues.

BEYOND Exploratory study: hallucination detection

Method Qwen2-7B Mistral-7B Llama-3-8B Llama-3-70B
MaxP 57.67/92.21/10.68 58.35/91.54 /55.78 65.57/82.94/87.75 62.45/ 86.38 / 95.36
PPL 57.84 /91.30/10.81 58.54 /92.83 / 56.08 65.85/82.83/87.92 62.61/87.24 / 95.42
Entropy 59.02/90.33/11.12 58.80/91.09 / 56.64 66.83 / 81.27 / 88.31 63.16 / 85.46 / 95.43
Coer 69.26 / 82.33 / 14.68 54.99/92.25/41.10 68.81/76.70 / 87.68 76.26 / 68.99 /97 .48

GSMB8K - Table 7 - published Avg. across L1-L3. Each cell: AUROC 1/ FPR95 | / AUPR 1.

OUTLOOK

SycoQA supports future research on understanding, diagnosing and mitigating sycophantic hallucinations.
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